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We (BCO-DMO) want to do a faceted search eventually.  As a sample, Peter showed his web site and how it uses a guided faceted structured query with browsing, using triple stores, then submits the query.  His example showed how the faceted search approach narrows down choices at each step.  His system uses triples, but does not do inferencing yet.

Peter showed the earth system grid – climate model using two portals as another example of faceted searches.

The climate model data are in netCDF with standard conventions, a controlled set of metadata built in.  This is good, but how do we make progress searching these data?  The problem is simplified, compared to BCO-DMO since the climate data are homogeneous.  An example of the difficulty is as follows: one needs to know an acronym to do a search for CO2 doubling.  One cannot search for CO2 doubling, since it is called C2.

Peter noted that he uses a database to populate instances to form the ontology facets.  The facets are equivalent to database tables, more or less, as the facets can draw information from more than one database table.  Peter also noted that one cannot do it all with just database tables.  If you try using multiple tables and links, you either get no response or the search takes forever.  One can attempt faceted searches using different database views, but the RDF triples are a better approach.

Peter noted that people typically use hybrid systems using a database to be the authoritative place for relationships.  This approach takes advantage of many years of database technology development, including rule enforcements.

One can pre compute inferences in which case inferences become “real”, rather than computed on the fly.  This is feasible if there are not too many triples.  In our case, Peter estimated 10 percent could be pre computed.  

Peter suggested that we too start with faceted searches and add inferencing later.  Peter said that inferencing only works with RDF.  If we use OWL, we need to “dump down” to RDF.  But we need OWL too.

The OWL 1 release has 24 predicates and OWL 2 had a few more.  However, RDF has the possibility of an infinite number of predicates.

He compared the development of HTML from SGML to OWL simplifying RDF.  OWL opened the door so more people could use the technology.  RDF can express logic/graph of anything while OWL limits it.  But one can compute on it (DL – description logic).

Peter used the term “specific expressivity”, but I don’t remember what this means.

OWL would have trouble with the concepts of “Sometimes” or “Occasionally” – these are hard to represent. We would need RDF here.

Someone asked what is the right language to use to encode the knowledge?  A related question is what does inferencing get us.  Peter said that using inferences can avoid having to express specific relationships.

One example of a smart search uses “term broadening”:  for example,


car  vehicle 


red  vermilion, rose


inference:  red car reduces a search by noting that one is not just interested in “red” or just “car”, but in “red car”.

The approach is as follows:

Model
 KR (knowledge Representation)  KE (Knowledge Engineering)

Examples of KR include: OWL and RDFS.

A sample tool is Cmap Tools Ontology Editor (cmap.ihmc.us/coe).  Note, this may not be the latest version.  We need the one that reads and writes OWL.  His version is 4.11.0.1.  He also said that we should start developing the model using a white board rather than a tool.

In working with our model, we should try to use whatever other ontologies are available including those from spo [???], MMI, device ontology, and sweet.

Peter also suggested that it is often better to start with an existing model and modify it for ones own purpose than to start from scratch.

Cyndy thought that we should start our modeling with the program, project, deployment, and ??? tables.

We started with the Program table, but because of the nature of things, other tables got involved too.  The naming style is called Camel Case, where no underscores are used and all words are singular.  We want to create CMAP for the tables from BCO-DMO.  Convention is that {…} denotes an instance, e.g. Project {jg of Arabian sea}.  Note that I also put comments in {…}.

whoi:Program 

{this is a class}


hasProgramId [1]
{this is a cardinality constraint, namely one and only 1}


hasProgramName: xsd_string [1]


hasProject: Project 
{Project is another class}



Note:  In OWL one doesn’t need to use “has”.  “Has” is a property.


hasProgramAcronym: xsd_string [1]


hasURL: ALL URLS or hasProgramURL  {example of flexibility and possible






long discussions about what to name things.]


hasDescription: xsd_string

{using predefined what, class?}


hasLeadPI: Person {note can be 1 or more}


hasCOPI: Person {can be 0 or more}


hasStartDate: xsd:datetime
{wish we really did have standard date and time!}


hasEndDate: xsd:datetime  or whoi.DateTime {a class of all possible




ways of writing down date and times.}


hasLogo: Logo

whoi:Logo


hasName


hasSize


hasURL


hasOperatedLocation: OperatedLocation  {initially noted that this was not



part of the Program table, which is okay.  On further thought, we decided 



not have this entry here after all.}

whoi:Dataset


hasOperatedLocation


hasObservedLocation


{just getting started and not part of initial practice plan}

whoi:Project


hasOperatedLocation


hasDataset


{just getting started}

Note: Best Practice – don’t put something in until you use it

whoi:Person


hasRole

Note: There are people ontologies that we may want to use and/or steal from.

Note: The SWEET (spelling?) ontology has parameters (field names) only that could help us.  It has depth, but does not have breadth.
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